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Logistics

• Two 70 min classes per week. Tue/Thursday

10:10 am broadcast to Rhodes 312.

• 4 assignments. (important to do them)

Assessment:

• 15% Class Participation (Ability to answer

questions correctly in class).

• 40 % (4 Assignments)

• 45% (Take home final Exam)

Aim: To teach you sufficiently powerful analytical

tools in Bayesian estimation and stochastic control

(discrete time). We will occasionally use measure

theoretic probability (but not required).

Textbook: The classes will follow closely the

chapters in my book. Partially Observed Markov

Decision Processes - from Filtering to Controlled

Sensing, Cambridge Univ Press, 2016.
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Big Picture

1 Introduction

We start with some terminology.
• A Markov Decision Process (MDP) is obtained by controlling the transition

probabilities of a Markov chain as it evolves over time.
• A Hidden Markov Model (HMM) is a noisily observed Markov chain.
• A partially observed Markov decision process (POMDP) is obtained by con-

trolling the transition probabilities and/or observation probabilities of an
HMM.

These relationships are illustrated in Figure 1.1.
A POMDP specializes to a MDP if the observations are noiseless and equal to

the state of the Markov chain. A POMDP specializes to an HMM if the control
is removed. Finally, an HMM specializes to a Markov chain if the observations
are noiseless and equal to the state of the Markov chain.

Markov
Chain

Hidden Markov
Model (HMM)

Markov Decision
Process (MDP)

Partially Observed
Markov Decision Process

(POMDP)

Noisy

measurements

Controlled transitions Controlled transitions and observations

Figure 1.1 Terminology of HMMs, MDPs and POMDPs

The remainder of this introductory chapter is organized as follows:
• §1.1 to §1.4 contain a brief outline of the four parts of the book.
• §1.5 outlines some applications of controlled sensing and POMDPs.

1.1 Part I. Stochastic Models and Bayesian Filtering

Part I of this book contains an introductory treatment of Bayesian filtering also
called optimal filtering. Figure 1.2 illustrates the setup. A sensor provides noisy
observations yk of the evolving state xk of a Markov stochastic system where k

denotes discrete time. The Markov system together with the noisy sensor con-
stitute a partially observed Markov model (also called a stochastic state space

You will learn in this course about: Markov

chains and their analysis (finite state), stochastic

simulation, HMMs, Bayesian filtering, ML

estimation, MDPs, POMDPs, structural results,

reinforcement learning algorithms and their

convergence analysis
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OUTLINE

1. Stochastic State Space models &

Simulation [5 hours]

• Stochastic Dynamic Systems

• Hidden Markov Models, Perron Frobenius

Theorem, Geometric ergodicity

• Linear Gaussian Models

• Jump Markov Linear Systems and Target

Tracking

• Stochastic Simulation: Acceptance Rejection,

Composition method. MCMC,

Simulation-based optimal predictors

2. Bayesian State Estimation[5 hours]

• Review of Regression Analysis and RLS.

• The Stochastic Filtering Problem

• Hidden Markov Model Filter

• Kalman Filter

• Particle Filters and Sequential MCMC

• Filtering with non-standard information

patterns: Non-universal filters, Social learning
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3. ML parameter Estimation [3 hours]

• Properties of ML estimators

• EM Algorithm

• Case study: Hidden Markov Models.

4. Stochastic Gradient Algorithms &

Stochastic Optimization[4 hours]

• Simulation-based Stochastic Optimization

• Examples of Stochastic Gradient Algorithms

• Ordinary Differential Equation analysis

• Discrete Stochastic Optimization & Bandits

5. Discounted Cost Markov Decision

Processes: Full Observed case [3 hours]

• MDP models and examples

• Stochastic Dynamic Programming, Value

Iteration, Policy Iteration

• Structural Results: Supermodularity and

monotone policies

6. Discounted Cost POMDPs [4 hours]

• POMDP models and examples

• Belief state formulation

• Stochastic Dynamic Programming
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7. Structural Results for POMDPs [9 hours]

• Stochastic Orders

• Stochastic Dominance of Filters

• Lattice Programming

• Example 1: Quickest Detection with Optimal

Sampling

• Example 2: Optimized Social Learning

• Example 3: Global Games

• Multi-armed bandits.

• Stochastic Gradient and Reinforcement

Learning Algorithms
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Applications

Noise

Signal

Sensor

Signal Processing

Estimate

Sensor Adaptive Signal Processing – Active Sensing

Noise

Signal

Sensor

Signal Processing

Estimate

Feedback (Stochastic Control)

Key idea: Feedback and Reconfigurability leading to

a smart sensor – “controlled sensing”

Key Issue: Dynamic Decision making under

uncertainty - partially observed Markov decision

process.
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Applications

1. Social/Telecommunication Networks: How to

estimate sentiment in a social network? How to

estimate degree distribution from a sampled evolving

graph? Control of networks.

2. Sensor and Radar Signal Processing: How to

control a sensing system? Radar tracking of ships,

aircraft. Sonar tracking of submarines, surveillance.

3. Seismology and Geophysics

4. Mathematical finance and econometrics

5. Biomedical signal processing: genomic signal

processing, biosensors, etc

6. Interacting Decision Makers and Social Learning in

micro-economics

Quickest Detection and other Sequential Detection

problems are special cases of POMDPs.

POMDPs are used extensively in robot navigation

and planning. Also in Dialog Systems
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Basic Setup

Partially observed stochastic dynamical system.

Known input uk Observation yk

Parameter θ state xk

Stochastic System Noisy Sensor

Parameter
Estimator

State Estimator

xk+1 = f(xk.uk, wk; θ) yk = h(xk; θ) + vk

x̂k = E{xk|y1, . . . , yk}

θ̂k
θ̂k

x̂k

uk
xk yk

Q1: State Estimation Q2: Parameter Estimation

Q3: Controlled Sensing
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Part 1. Bayesian Filtering

Applications: machine learning, robotics, systems &

control, navigation, defense...

2 Introduction

Stochastic
System

(Markov)

Noisy
Sensor

Bayesian
Filtering

Algorithm

state

xk yk

observation estimate

Partially Observed Markov Model

Figure 1.2 Part I deals with Hidden Markov Models and Bayesian filtering for state
estimation. The framework is classical statistical signal processing.

model or Hidden Markov Model1). The aim is to estimate the state xk at each
time instant k given the observations y1, . . . , yk.

Part I of the book deals with optimal filtering. The optimal filter computes the
posterior distribution πk of the state at time k via the recursive algorithm

πk = T (πk−1, yk) (1.1)

where the operator T denotes Bayes’ formula. Once the posterior πk is evalu-
ated, the optimal estimate (in the minimum mean square sense) of the state xk

given the noisy observations y1, . . . , yk can be computed by integration.
Part I of the book deals with the properties of the filtering recursion (1.1). The

aim is to provide in a concise manner, material essential for POMDPs.
Chapters 2 and 3 cover classical topics including state space models, the

Kalman filter, Hidden Markov Model filter and suboptimal filtering algorithms
such as the particle filter.

Chapter 4 discusses how the Bayesian filters can be used to devise numeri-
cal algorithms (general purpose optimization algorithms and also Expectation
Maximization algorithms) for maximum likelihood parameter estimation.

Chapter 5 discusses multi-agent filtering over a social network – social learn-
ing and data incest models are formulated; such models arise in applications
such as online reputation systems and polling systems.

The material in Part I is classical (to a statistical signal processing audience).
However, some non-traditional topics are discussed including filtering of recip-
rocal processes; geometric ergodicity of the HMM filter; forward only filters for
the expectation maximization algorithm; multi-agent filtering for social learn-
ing and data incest. Also Appendix B discusses continuous time HMM filters,
Markov modulated Poisson filters, and their numerical implementation.

1.2 Part II. POMDPs. Models and Algorithms

Statistical signal processing (Part I) deals with extracting signals from noisy
measurements. In Parts II, III and IV of the book, motivated by physical, com-

1In this book, the term “Hidden Markov Model” is used for the special case when xk is a finite
state Markov chain that is observed via noisy observations yk

Ex 1: Linear State Estimation Problem Target

evolves in 2 dimensional space – e.g. ship

xk+1 = Axk +Buk + wk

x[k]
4
= [rx[k], ṙx[k], ry[k], ṙy[k]]′ is target state vector

Noisy observations are obtained at sensor

yk = Cxk + vk

where vk denotes measurement noise.

Aim: Design a real time filtering algorithm – to

estimate xk given measurements y1, . . . , yk.
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Ex 2: Nonlinear Filtering. Localization Problem

based on measured angles

Typical target model: xk = [rxk , r
y
k , v

x
k , v

y
k ]′

xk = Akxk−1 + wk, wk ∼ N(0, σ2
w)

Measured data: noisy measurement of angle

yk = arctan

(
rxk
ryk

)
+ vk

= f(xk) + vk, vk ∼ N(0, σ2
v)

Aim: Estimate xk given observation history

y1, . . . , yk in a recursive manner.

Target estimation is a filtering problem. The optimal

state estimator – filter for this problem is not finite

dimensional.
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Ex 3: Maneuvering Targets

xk+1 = Axk +Bsk + wk

yk = Cxk + vk

sk = (s
(x)
k , s

(y)
k )′ is maneuver command. sk is

modelled as a finite state Markov chain. This model

is a Jump Markov Linear System (JMLS).

Note: HMMs and Linear State Space models are

special cases of JMLS. State estimation of JMLS is

surprisingly difficult – computing the optimal state

estimate is exponentially hard. Numerous suboptimal

state estimation algorithms e.g., IMM, Particle filters.

A more general version of a JMLS is

xk = A(sk)xk−1 +B(sk)uk +G(sk)vk

yk = C(sk)xk +D(sk)wk +H(sk)uk

Here sk is a finite state Markov chain, uk denotes a

known (exogeneous) input. xk is the continuous

valued state.
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Part II: Partially Observed

Stochastic Control
184 CHAPTER 11. PARTIALLY OBSERVED MARKOV DECISION PROCESSES

Markovian
System

POMDP
Controller

Noisy
Sensor

HMM
Filter

yk

uk

xk

!k

Figure 11.1: Partially Observed Markov Decision Process (POMDP)
Schematic Setup. Note that the Markovian system together with noisy sensor
constitute a Hidden Markov Model (HMM). The HMM filter computes the
posterior (belief state) !k of the state of the Markov chain. The controller
then chooses the action uk based on !k.

analyze the structure of the dynamic programming equation to figure out the
structure of the optimal policy.

Define the posterior distribution of the Markov chain as

!k(i) = P(xk = i|Ik), i ! X where Ik = (!0, u0, y1, . . . , uk!1, yk).

We will call !k as the belief state or information state at time k. Recall from
Chapter 3 that this is computed via the HMM filter of Algorithm 3, namely

!k+1 = T (!k, yk+1, uk) =
Byk+1

(uk)P
"(uk)!k

"(!k, yk+1, uk)
, (11.2)

where "(!k, yk+1, uk) = 1"Byk+1
(uk)P

"(uk)!k.

Jµ(!0) = Eµ

!
N!1"

k=0

c(xk, uk, k) + c(xN , N) | !0

#

= Eµ

!
N!1"

k=0

E{c(xk, uk, k) | Ik} + E{c(xN , N) | IN} | !0

#

= Eµ

!
N!1"

k=0

X"

i=1

c(i, uk, k) !k(i) +

X"

i=1

c(i, N) !N (i) | !0

#

= Eµ

!
N!1"

k=0

c"
uk

(k) !k + c"(N) !N | !0

#
(11.3)

Ex 4: Optimal Observer Trajectory

Suppose observer can move. The model is

xk = Akxk−1 + wk

yk = f(xk, uk) + vk

What is its optimal trajectory {uk}?

Compute optimal trajectory {uk} to minimize

J =

N∑
k=1

E
{

[xk − x̂k(uk)]2
}

This is a partially observed stochastic control problem

called the sensor scheduling problem. Another

possible cost: mutual information.
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Intelligent Target Tracking

Suppose target is aware of observer.

Target maneuvers based on trajectory of observer.

The model is

xk = Akxk−1 + wk + uP
k

yk = f(xk, u
M
k ) + vk

What is optimal trajectory of observer {uM
k } and

optimal control for target {uP
k } ?

This is a “full blown” control-scheduling problem. In

the third part we address such problems.

Such partially observed stochastic control problems

require state estimation as an integral part of the

solution.

Controlled Sensing problems are special cases of

POMDPs
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Structure of Problem

x
k

y  (u  )
k k

u
k
m

System

Sensor

Controller

s1

s2

s3

p

Stochastic
Dynamical Scheduler

Figure 1: Sensor Scheduling and State Control

Controlled Sensing Problem
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Example 1: Smart (Cognitive) Radar

ESA
HMM

Tracker

Which target should the radar look at?

Example 2: Optimal Search/Multiarm Bandits

2005: Vikram Krishnamurthy 9

Example 2: Optimal Submarine Search

❧S

❧S

❧S ❧S

Fixed-Sensor tracking problem

Position of submarine is a Markov chain.

Tracking of submarine with a fixed sensor

has been widely studied – e.g. Kalman fil-

ters, Hidden Markov Model tracker, PDA.

Sensor Adaptive tracking problem.

An aircraft is searching for the submarine.

Given M sonar sensors: where should they

optimally be dropped? Outline
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Structural Results

POMDPs suffer from the curse of dimensionality –

exponential computational cost and memory

(PSPACE hard).

Structural results: Are there sufficient conditions on

POMDP model so that optimal policy has “simple”

structure?

Supermodularity, lattice programming, Monotone

Comparative Statics: see Topkis book [1998].

Under what conditions of f does

u∗(x) = argmaxu f(x, u) ↑ x?
9.5. STRUCTURAL RESULTS – MONOTONE POLICIES 167

1

2

x!
x

µ!(x)

Figure 9.2: Monotone increasing threshold policy µ!(x). Here, x! is the
threshold state at which the policy switches from 1 to 2.

for some fixed value x! ! X . Such a policy will be called a threshold policy
and x! will be called the threshold state. If one can prove that the optimal
policy is a threshold, then one only needs to compute the threshold state x!

at which the optimal policy switches from 1 to 2. In other words computation
of µ!(x) reduces to computing the single point x!, which in many cases can
be done more e!ciently than computing an arbitrary policy µ. Fig. 9.2
illustrates such a threshold policy.

Recall from Bellman’s equation that the optimal policy is µ!(x) = argminu Q(x, u).
What are su!cient conditions to ensure that the optimal policy µ!(x) is in-
creasing in x? The answer to this question lies in the area of monotone
comparative statics - which studies how the argmin or argmax of a function
behaves as one of the variables changes. In particular, we want conditions
such that µ!(x) = argminu Q(x, u) is increasing in x. Below we will show
that Q(x, u) being submodular in (x, u) is a su!cient condition for µ!(x) to
increase in x. Since Q(x, u) is the conditional expectation of the cost to go
given the current state, in order to show that Q(x, u) is submodular, we need
to characterize how expectations vary as the state varies. For this we will
use stochastic dominance.

In the next two subsections we introduce two important tools that will
be used to give conditions under which a MDP has monotone optimal poli-
cies. The tools are, respectively, submodularity/superodularity and stochastic
dominance.

9.5.1 Submodularity and Supermodularity

Below we introduce the key concepts of submodularity and supermodulairity
that was championed by Topkis in a series of seminal papers [97] culminat-

Monotone threshold policy

Then use machine learning algorithm to estimate

optimal policy
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Big Picture

1 Introduction

We start with some terminology.
• A Markov Decision Process (MDP) is obtained by controlling the transition

probabilities of a Markov chain as it evolves over time.
• A Hidden Markov Model (HMM) is a noisily observed Markov chain.
• A partially observed Markov decision process (POMDP) is obtained by con-

trolling the transition probabilities and/or observation probabilities of an
HMM.

These relationships are illustrated in Figure 1.1.
A POMDP specializes to a MDP if the observations are noiseless and equal to

the state of the Markov chain. A POMDP specializes to an HMM if the control
is removed. Finally, an HMM specializes to a Markov chain if the observations
are noiseless and equal to the state of the Markov chain.

Markov
Chain

Hidden Markov
Model (HMM)

Markov Decision
Process (MDP)

Partially Observed
Markov Decision Process

(POMDP)

Noisy

measurements

Controlled transitions Controlled transitions and observations

Figure 1.1 Terminology of HMMs, MDPs and POMDPs

The remainder of this introductory chapter is organized as follows:
• §1.1 to §1.4 contain a brief outline of the four parts of the book.
• §1.5 outlines some applications of controlled sensing and POMDPs.

1.1 Part I. Stochastic Models and Bayesian Filtering

Part I of this book contains an introductory treatment of Bayesian filtering also
called optimal filtering. Figure 1.2 illustrates the setup. A sensor provides noisy
observations yk of the evolving state xk of a Markov stochastic system where k

denotes discrete time. The Markov system together with the noisy sensor con-
stitute a partially observed Markov model (also called a stochastic state space

What courses can you do after this course?

Dynamical Games, Deeper ideas in stochastic

convergence of algorithms, stochastic calculus

(continuous-time), more advanced concepts in

reinforcement learning


